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Abstract—We present a frugal and explainable pipeline for
soft canonicalization in large, noisy Knowledge Graphs, designed
for intelligence applications. Unlike traditional clustering-based
approaches, our method combines blocking with string similarity,
a lightweight supervised classifier leveraging linguistic and graph
features, and selective Large Language Model (LLM) validation
at the decision frontier. Applied to a 180k-document corpus
on the Ukraine conflict, the pipeline achieves high precision
(0.998) while reducing LLM calls by up to 5x compared to
LLM-only baselines. Results demonstrate scalability to millions
of nodes, strong precision-recall trade-offs, and interpretable
outputs, enabling more trustworthy knowledge fusion in high-
stakes contexts.

Index Terms—Canonicalization, Knowledge graphs, dedupli-
cation, Hybrid NLP pipeline, Large Language Models (LLMs),
Intelligence analysis, Information extraction.

I. INTRODUCTION

When processing vast volumes of textual data, Knowledge
Graphs (KGs), widely used in downstream applications such
as search [1f], question answering [2], and recommendation,
offer an efficient way to build structured representations
of the information contained within a database. These
capabilities are particularly valuable in intelligence and
investigative scenarios, where it is critical to retrieve all
pieces of information connected to a specific actor, event,
or network [3]. KG utility is often limited by construction
noise. Ideally, each node maps to one real-world entity, but
NLP extraction from unstructured text yields multiple surface
forms for the same entity. Variation stems from synonymy,
typos/orthography/transliteration, and preprocessing errors.
In high-stakes settings, such duplication distorts analysis,
obscures links, and wastes resources. Hence, pipelines need
a deduplication/canonicalization layer. Yet robust, scalable
canonicalization for large, noisy KGs remains an open
challenge. While deduplication has been widely studied for
structured data, no flexible, effective, and scalable solution
exists to unify entity mentions in large, heterogeneous
real-world corpora. Many approaches depend on heavy
supervised training or features unavailable in operational
intelligence contexts [4]]. Large Language Models (LLMs)
offer strong language understanding, yet applying them
directly to multi-million-node KGs is prohibitively costly;
discarding them altogether would, however, forgo valuable
capabilities [5]. This motivates an architecture that is
(i) easily deployable across diverse technical stacks, (ii)
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independent of extensive training or rare features, (iii) able
to integrate heterogeneous signals (textual, graph-based,
and contextual)through rule-based NLP, similarity measures,
machine learning, and selective LLM use, and (iv) scalable
to Big Data intelligence scenarios. A further limitation in
current research is the mismatch between evaluation datasets
and real-world challenges. Common benchmarks such as
ReVerb45K [4] or COMBO [6] are small, lack realistic
noise, and contain few challenging minimal pairs, cases
where two entities have highly similar surface forms and
contexts but refer to different real-world entities. Moreover,
these benchmarks rarely evaluate precision—-recall trade-offs,
despite the fact that in high-stakes applications false merges
(incorrectly merging distinct entities) are often far more
damaging than missed merges.

We therefore focus on a task we call soft canonicalization, a
precision-first approach to entity normalization in Knowledge
Graphs. Rather than exhaustively clustering all mentions into
canonical entities, soft canonicalization only merges those
cases where all occurrences can be confidently attributed to the
same real-world entity. Ambiguous mentions are deliberately
left unmerged, reducing the risk of false merges that could
distort analysis in high-stakes scenarios.

In this work, we present a hybrid, cost-effective architecture
for trustworthy and explainable KG canonicalization, designed
for large-scale, noisy, intelligence-oriented datasets. We
evaluate it on a domain-specific corpus covering the ongoing
conflict in Ukraine to challenge its scalability, accuracy, and
cost savings compared to purely LLM-driven approaches.

The main contributions of this work are:

« Highlighting the limitations of state-of-the-art KG canon-
icalization in intelligence contexts and introducing soft
canonicalization as a precision-first alternative for high-
stakes datasets;

o Presenting a hybrid architecture that combines classical
similarity metrics, form- and graph-based heuristics, and
selective LLM invocation to optimize precision—recall
trade-offs;

o Reducing LLM cost through targeted, uncertainty-based
usage, applying LLMs only at the decision frontier;

o Ensuring interpretability so that analysts can trace and
trust the reasoning behind each merge.



II. BACKGROUND AND RELATED WORK
A. On Knowledge Graphs and Knowledge Bases

Working with large unstructured corpora is difficult: even

embeddings or vector search often lack the precision and
contextual depth needed for reliable navigation. Downstream
tasks are more effective when data is converted into struc-
tured representations. Among the most popular options, KG
represents knowledge as triples such as (Obama, was born in,
Honolulu), where nodes are entities or mentions and edges
are relations. KGs differ in schema complexity, ranging from
simple untyped co-occurrences to typed relations and entity-
typed nodes. Designing them always involves a trade-off:
stricter schemas yield precision and consistency, while looser
schemas facilitate coverage and easier extension.
KG construction ties to Information Extraction (IE). In Closed
IE, relations come from a predefined schema, but coverage is
limited [7]. In Open IE, triples are extracted without schema
constraints, with relations often realized as verbal expressions
[8]l. For investigative contexts with vast, heterogeneous, noisy
sources, Open KGs are especially relevant [9]]. However, Open
IE extracts mentions, not canonical entities: aggregating men-
tions builds connections, yet synonyms and variants remain
fragmented and queries may miss relevant results or conflate
distinct real-world entities. Thus, KG building targets: (1)
coverage (capture entities and relations), (2) precision (correct
segmentation and labeling), and (3) entity canonicalization
(merge mentions referring to the same entity). This last step
is a full NLP task and is essential to maximize utility; a graph
where duplicates are merged is sometimes called an Entity-
Resolved Knowledge Graph.

B. Defining Deduplication

The presence of duplicates in databases has become in-
creasingly prominent with the rise of Big Data [10] .The
concept of deduplication spans multiple NLP tasks, defined
by the nature of the objects being merged and the resources
available to do so. Literature identifies a variety of related
terms : author-name disambiguation, coreference resolution,
entity linking, identity resolution, object consolidation, record
linkage, schema matching [11]. Deduplication, in its broadest
sense, refers to merging identical objects that appear multiple
times in a dataset. In structured databases, it is achieved
through field-level pattern matching or rules which is not
applicable to Open KGs. Entity Linking connects textual
mentions to entries in an existing knowledge base (KB) such
as Wikidata. While this enforces the principle that each KG
node corresponds to a single real-world entity, the approach
depends entirely on external resources that contain errors,
are incomplete, and rarely cover lesser-known individuals or
organizations which is a major limitation in investigative or
intelligence contexts. Coreference Resolution groups together
mentions in text that refer to the same entity, traditionally
within a single document but also in cross-document settings,
but do not consider graph structure [12], [[13].

The term Canonicalization is used specifically in the context

of Open KGs. It involves clustering all mentions that refer to
the same entity. The term was first introduced by Gallaraga et
al. [[7] from the observation that one important limitation of
Open KG is that nodes are mentions that were not converted to
a canonical form. This is typically approached as a clustering
problem. The distinction between these tasks is often blurred,
and techniques overlap. External KBs have been used for
canonicalization, and coreference resolution can feed into en-
tity linking. However, Open KG canonicalization faces unique
challenges due to the form—meaning ambiguity. A single form
may refer to different entities (Obama could denote Barack
or Michelle) and over-aggressive canonicalization can merge
distinct entities, degrading KG quality. Given these constraints,
complete deduplication in Open KGs is rarely achievable.
The practical objective is to design methods that balance
precision and recall according to the operational context. In
our case, high-stakes intelligence scenarios where false merges
are more damaging than missed merges. This motivates a soft
canonicalization approach: merging mentions only when all
their occurrences can be confidently assigned to the same real-
world entity. This strategy limits the risk of erroneous merges
but introduces challenges when dealing with homonymy, that
is to say cases where identical surface forms refer to multiple
entities.

C. From traditional to soft Canonicalization

Various NLP and Al techniques have been applied to
deduplication problems. We narrow our literature review to the
canonicalization of entities in Knowledge Graphs, while still
mentioning related work on deduplication in other contexts.
Most canonicalization methods are formulated as a clustering
problem: a pairwise similarity function is defined to compare
entities, and an algorithm, most often Hierarchical Agglomera-
tive Clustering (HAC), is used to group mentions into clusters.
The main differences between approaches lie in the features
used to compute the similarity metric. In the original work
on canonicalization [7], several text-based features such as
TF-IDF scores or Jaccard similarity were combined into a
single similarity value. These methods rely solely on surface
form.

Building on this intuition, later work sought to use additional
information to train mention embeddings. This notion of side
information is central to CESI [4]. Side information describes
the context in which the relations were extracted, and includes
entity linking, synonym extraction, word sense disambigua-
tion, IDF token overlap, and morphological information to
train task-specific embeddings. Other architectures, such as
COMBO, relied more heavily on pretrained word embeddings.
These approaches can link related mentions even when their
surface forms differ completely. However, these embedding-
based approaches still generally ignore the structure of the
Knowledge Graph itself and fails to differentiate closely
related entities (Barack Obama and Michelle Obama). Jiang
et al. proposed a GNN-based approach that leverages KG
connections as well as document co-occurrences [14]. It is
also possible to combine multiple features such as, Shen et



al. [15] use both graph and textual features to learn mention
embeddings. Liu et al. [[16] went further by jointly training
embeddings and clustering.

These supervised approaches are difficult to train, require
numerous features that are not always available or relevant
(e.g., links to external KBs), and tend to be highly domain-
specific. The reported F1 scores (around 0.8 on COMBO [6]
and 0.7 on ReVerb45K) are insufficient for real-world appli-
cations, especially in high-stakes contexts where precision is
prioritized over recall. These limits stem in part from the
clustering paradigm itself: difficulty in determining optimal
stopping criteria, no mechanism to edit raw clustering results
after embedding pretraining, and inherent fuzziness in vector
comparisons. Errors typically occur near the boundaries of the
embedding space, and optimal similarity thresholds vary from
one corpus to another. Without additional constraints, nothing
can be done to improve precision without severely degrad-
ing recall. To address these issues, we can draw inspiration
from related domains such as record deduplication, where the
problem is typically handled as a pipeline rather than a single-
step clustering process. For example, the Magellan system [[17]]
decomposes deduplication into distinct phases Blocking — a
fast, inexpensive heuristic to eliminate clearly unrelated entity
pairs, reducing the number of comparisons and avoiding O(n?)
complexity, Entity matching — identifying pairs that refer to
the same real-world entity using richer heuristics, and Entity
clustering — merging validated matches into canonical entities,
with an opportunity to correct inconsistencies. In contrast,
most canonicalization methods for Open KGs treat the task as
matching via clustering only, omitting these post-processing
stages.

Since their broad release in 2022, LLMs have renewed interest
in KG construction, particularly in Open IE [1]], but have not
been applied directly to canonicalization as we define it. Zhang

et al. [[18]], for instance, addressed relation canonicalization by
prompting an LLM to generate relation definitions and then
mapping or creating triples accordingly. For entities, LLM-
based pipelines usually follow an extract-refine strategy: (1)
retrieve duplicate candidates via vector similarity, and (2)
prompt the LLM to decide if pairs denote the same entity
(e.g., EntGPT [19]). This approach could, in principle, replace
the clustering phase in canonicalization pipelines, yet several
barriers remain: the high cost of prompting over millions
of entities, large token usage due to context requirements,
and weak performance on difficult cases such as initials,
short aliases, or domain-specific distinctions. More recent
agentic architectures combine textual and graph reasoning
for tasks like claim verification [20], and could be adapted
to canonicalization by orchestrating retrieval, comparison,
and decision-making. However, their computational overhead
renders them impractical for large-scale knowledge graphs
containing millions of entities. Viewing canonicalization as
a multi-step pipeline rather than a monolithic clustering task
allows heterogeneous methods to be combined. An LLM
stage placed at the end can correct the instability of vector
similarity while keeping usage targeted and affordable. The
challenge is to design robust heuristics that filter easy cases
early and reserve only borderline pairs for LLM judgment, thus
combining the scalability of symbolic or embedding-based
methods with the nuanced reasoning of LLMs. In contrast to
SoTA approaches that either trade precision for recall or rely
on costly, resource-heavy pipelines, our approach proposes
a frugal, explainable hybrid architecture that integrates rule-
based NLP, vector similarity, graph features, and selective
LLM calls to deliver high precision without prohibitive costs.
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Fig. 1: Proposed Hybrid Canonicalization Architecture. The pipeline combines form-based blocking, explainable supervised

matching, and selective LLM classification.



III. METHODOLOGY: A HYBRID CANONICALIZATION
PIPELINE

Our pipeline adopts the classical three-step deduplication
process (Blocking/Indexing — Matching — Clustering) while
exploiting the graph structure and textual contexts of an open
Knowledge Base to achieve soft canonicalization. Candidate
duplicates are first retrieved through string-based similarity
(blocking phase), narrowing the search space. Matching then
proceeds in two stages: a lightweight supervised model clas-
sifies pairs using linguistic and relational features, and an
LLM is invoked only on borderline cases to improve recall
while keeping costs manageable. Finally, clustering aggregates
duplicates transitively and resolves conflicts by retaining the
most frequent surface form. The result is a dictionary mapping
each entity to its duplicates in the knowledge graph, combining
scalability with precision through the hybrid use of symbolic,
statistical, and LLM-based methods.

A. Blocking Phase

Finding candidate pairs is a quadratic complexity problem.
A blocking phase quickly filters out obvious non-duplicates
using inexpensive string similarity metrics. At this stage, only
entity names are available, so blocking relies on surface-form
comparisons such as Levenshtein distance, which measures the
number of edits needed to transform one string into another
(e.g., Vladimir Poutine vs. Vladmir Poutine) or Jaccard sim-
ilarity, which compares the overlap of n-grams between two
strings making it useful for noisy or partially rearranged forms
(e.g., company names).

B. Hybrid Matching phase

1) Feature extraction: For each candidate pair, three cate-
gories of features are extracted.
First linguistic features, derived from textual contexts using
simple NLP rules: a boolean indicating whether one mention is
a hashtag or Twitter handle variant of the other (e.g. Emmanuel
Macron vs #EmmanuelMacron or @emmanuelmacron); a
boolean checking if the names match once normalized by
removing diacritics, dashes, special characters, and case dif-
ferences (e.g. Christine Dugoin-clement vs Christine Dugoin
Clément, both reduced to christine dugoin clement); and a
Levenshtein similarity score giving the edit distance between
the two strings.
Second, a cosine similarity feature is computed from con-
textual embeddings. Up to five sentences containing each
entity (50-300 tokens each) are retrieved for both the original
and candidate. Each context is encoded using a sentence
encoder to capture its semantic meaning. A cosine similarity
matrix is then computed by comparing the embeddings of the
original contexts with those of the candidate contexts. The
mean similarity is then calculated to obtain an overall cosine
similarity score for the pair.
Finally, graph-based features are derived from the Knowledge
Graph. Because nodes with overlapping neighbors are more
likely to be duplicates, while isolated nodes are often errors
or typos, we measure (i) the shortest path length between

the two nodes, e.g. Vladimir Poutine and Vladimimr Poutine
connected via Menace Nucléaire yield a path length of 1; and
(ii) the number of distinct shortest paths connecting them.
High-cardinality nodes with little informational value, such
as Ukraine in a war corpus, can connect almost every entity,
so paths passing through them are filtered out. Together,
these linguistic, embedding-based, and graph-derived features
provide a rich representation for distinguishing duplicates from
non-duplicates.

2) supervised binary classification: These features are
used to train a lightweight binary classifier, using a manually
annotated subset with a train/validation/test split to tune the
threshold for maximum precision. Each pair’s features are
fed to the model, which identifies duplicates while favoring
precision over recall.

3) LLM prompted as a classifier : Pairs classified as non-
duplicates can then be deferred to an LLM for secondary
validation. This two-stage process reduces LLM calls and
cost while preserving explainability through the use of an
interpretable model. The LLM is used via zero-shot prompting
[21] with a prompt containing a description of the classifi-
cation task, the entities and their contexts and guidelines to
guide the model on what constitutes relevant information while
identifying duplicate entities. The LLM must output a decision
(boolean) as well as a justification.

C. Clustering phrase

Although the term clustering is standard in the deduplication
literature, it does not fully reflect our approach, which does not
rely on distance thresholds or clustering algorithms. Instead,
we apply a frequency-based reorganization. For each duplicate
pair, the most frequent form in the database is chosen as
the canonical “original.”” Pairs are processed in order of
decreasing frequency, and duplicates are assigned according
to two simple rules : Single original rule. A duplicate can
only map to one original. If multiple candidates exist, the
most frequent form is selected. Transitivity rule. If an entity
has already been designated as a duplicate, all of its duplicates
are recursively reassigned to the same original. This procedure
ensures consistency and favors the most common variants as
canonical forms.

TABLE I: Input / Output of the clustering phase

Input: Candidate pairs Output: Clusters

Original: Volodymyr Zelensky

Candidates: Volodymyr Zelenski,
Volodymyr Zelenskx, Zelenski,
Volodymyr.Zelenski

Original: Volodymyr Zelensky
Candidate: Volodymyr Zelenski

Original: Volodymyr Zelensky
Candidate: Volodymyr Zelenskx

Original: Volodymyr Zelensky
Candidate: Volodymyr.Zelenski

Original: Volodymyr Zelensky
Candidate: Zelenski




IV. RESULTS AND EVALUATION
A. The UkrainlA Corpus

Existing deduplication benchmarks proved unsuitable for

our objectives: structured-record datasets lack textual contexts,
canonicalization corpora are designed for clustering, and most
resources assume relatively clean data, unlike the noisy real-
world material we target. We therefore built a corpus of
180,000 French-language documents on the war in Ukraine,
indexed in Elasticsearch. Sources include press articles, wire
dispatches, web-crawled blogs, and speech-to-text transcripts
of podcasts, with some OCR-derived text. All documents were
enriched using a hybrid NER system (rules, trained models,
and LLMs), then processed with open information extraction
to populate a relation index forming our knowledge graph.
All the relations are of the form (Entity A, Relation, Entity B)
with entities being NP groups and Relation Verbal expressions.
More than 6 million entities and concepts were extracted. Our
study focuses on person entities: 134,000 nodes overall, with
experiments limited to the 1,000 most frequent. Inspection
showed duplicates largely stem from orthographic variants
due to typos, inconsistent transliterations between Cyrillic and
Latin, and OCR or speech-to-text errors.
We make available two datasets to facilitate replication and
further research. First, we publish a set of 2,763 candi-
date pairs, each represented by the extracted features and
the corresponding decision assigned by our classifier (i.e.,
model predictions rather than human annotations), available
at: |https://huggingface.co/datasets/Jourdain/Ukrainia_dataset_
duplicates. Second, we release the manually annotated corpus
used to train the classifier, which contains 400 pairs labeled
manually.

B. Technical stack and implementation choices

For the blocking phase, we relied on Elasticsearch’s native
fuzzy search, which adapts the Levenshtein distance to return
all strings within a maximum edit distance of 2 from a
query. Unlike Jaccard-based similarity, it requires no custom
analyzers and is particularly effective for spotting orthographic
variants, making it well suited to generate candidate duplicates.
For each candidate pair of entities, we computed a feature
vector x € R that captures both lexical and structural signals
of potential duplication. The following features were extracted:

1) Contextual similarity: A real-valued score in [0, 1]
representing the mean cosine similarity between the
context sentences of the two entities. For each entity,
up to five context sentences were considered, yielding at
most 25 pairwise comparisons. or sentence embeddings,
we used the BGE-M3 model []_1 which is optimized for
sentence similarity and demonstrates robustness across
domains.

2) Hashtag variation: A binary indicator (1 = true, 0 =
false) denoting whether one entity is a hashtag variant
of the other.

Thttps://huggingface.co/BA Al/bge-m3

3) Normalized form match: A binary indicator specifying
whether the normalized string representations of the
entities are identical.

4) String edit distance: An integer in {1, 2} corresponding
to the Levenshtein distance between the two entity
strings.

5) Shortest path length: The length of the shortest path
between the two entities in the underlying knowledge
graph.

6) Path multiplicity: The number of distinct shortest paths
of the above length observed between the entities.

Each candidate pair is thus represented as a six-dimensional
feature vector (x1,xa,...,xs), which serves as input to the
downstream duplicate detection model.

The first stage of the matching pipeline employed a logistic
regression classifier trained on 400 manually annotated entity
pairs (90% duplicates, 10% non-duplicates). Since the original
corpus contained far fewer non-duplicates, we deliberately
oversampled them during annotation in order to improve their
detection, while still retaining a strong class imbalance that
reflects the real data distribution.

Model selection and threshold tuning were performed via
ten-fold cross-validation, with each fold partitioned into 60%
training, 20% validation, and 20% testing subsets. For each
fold, the decision threshold maximizing validation perfor-
mance was recorded, yielding ten candidate thresholds. We
adopted the median of these thresholds (0.9581) as the operat-
ing point for the classifier, and additionally recorded the third-
quartile threshold (0.9766) for later comparison. An overview
of the feature weights in the model is provided in Appendix [B]
For the second step of matching, we deployed an on-premise
Llama 3.1 8B model [22] in a zero-shot binary classification
setup (see Appendix [A] for the prompt).

C. Evaluation

In standard deduplication benchmarks, precision is the
primary metric, but two characteristics of our dataset require
nuance. First, while most benchmarks are dominated by
non-duplicates, our blocking strategy yields candidate pairs
that are mostly true duplicates. Reporting only precision
would thus mask false merges, so we also report recall for
the non-duplicate class as a better indicator of false positives.
Second, since we did not annotate all duplicates for the 1,000
most frequent person entities (which would require annotating
all person entities in the base), overall recall largely reflects
blocking selectivity rather than the pipeline’s true recall, and
F-scores must be interpreted with caution.

Blocking produced 2,763 candidate pairs. Logistic regression
classified 80% (2,223) as duplicates, forwarding the
remaining 20% to the LLM. We evaluated (i) each matching
step independently, with logistic regression using the median
threshold, (ii) the full hybrid pipeline at both the median
and third-quartile thresholds, and (iii) a baseline relying
exclusively on LLM classification. We also conducted an
ablation study to assess the contribution of each feature in the
logistic regression model. The detailed results are provided
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TABLE II: Performance of matching steps, hybrid pipeline, and full LLM pipeline. Metrics are reported separately for the
duplicate and non-duplicate classes. Support = number of annotated pairs per class. LLM calls = number of candidate pairs

requiring LLM evaluation.

Setting Class Precision | Recall | Fl-score | Support | LLM calls

Step 1: Logistic regression Non-dup 0.189 0.944 0.315 107 -
Dup 0.997 0.837 0.910 2656

Step 2: LLM classification Non-dup 0.456 0.980 0.623 101 534
Dup 0.994 0.728 0.840 433

Hybrid pipeline (median threshold) | Non-dup 0.456 0.925 0.611 107 534
Dup 0.997 0.956 0.976 2656

Hybrid pipeline (3rd quartile) Non-dup 0.398 0.963 0.564 107 835
Dup 0.998 0.942 0.969 2656

Full LLM pipeline Non-dup 0.237 0.981 0.382 107 2763
Dup 0.999 0.873 0.932 2656

in Appendix [C] On our corpus, the LLM alone reached 0.999
precision on duplicates and 0.981 recall on non-duplicates,
producing only two false positives and confirming the strength
of such models for this task. Using a hybrid approach enabled
us to successfully detect 315 duplicates that would have been
missed using the classifier only. The hybrid pipeline achieved
comparable precision (0.997-0.998). See Appendix [D] for
an analysis of false positives. This balance demonstrates the
value of a modular approach that preserves high precision
while keeping computation under control. In terms of cost,
our pipeline makes up to 5 times fewer LLM calls than the
full LLM pipeline and runs 2.3 times faster, placing it ahead
in terms of cost and explainability constraints (see Appendix

[E).

Beyond evaluation metrics, it is important to emphasize the
operational significance of our results. Out of approximately
134,000 person entities in the corpus, the system detected and
merged 2,538 duplicate entities into the final graph, while
missing only 118 duplicates. The number of false merges
remained very low (8 cases in total), and all arose in situations
of high contextual ambiguity that would have challenged even
professional human analysts. Notably, three of these errors
were traced back to ambiguities already present in the source
documents themselves (see Appendix [DJ.

The system demonstrated robustness in fine-grained distinc-
tions. For example, it correctly identified that the typo Alexan-
dre Jousset referred to the investigative journalist Alexandra
Jousset (author of a documentary on the Wagner Group), while
also distinguishing Alexandre Rousset, a political journalist at
Les Echos. Similarly, Alexander Nemenov was correctly paired
with Alexandre Nemenov and successfully distinguished from
Alexander Nemov.

The approach proved particularly valuable on the UkrainlA
corpus, which contains a large number of transcriptions. In
this context, the system successfully merged 39 distinct or-
thographic variants of Volodymyr Zelensky, thus normalizing
orthography in 1006 different documents that mentioned him.
Such deduplication has immediate benefits for downstream

tasks. For instance, when applied in a Graph-RAG framework,
entity normalization ensures that information is correctly con-
solidated, thereby preventing artificial gaps in graph connec-
tivity and improving the reliability of retrieval and reasoning
processes.

V. LIMITATIONS AND PERSPECTIVES

A. Limitations

While the proposed canonicalization pipeline achieved ro-
bust results on the UkrainlA corpus, several limitations remain:
While the results obtained on our corpus are very encouraging,
further work is needed to assess the robustness of the method
beyond the top 1,000 person entities and to confirm its appli-
cability to other entity types such as organizations, locations,
or abstract concepts. The approach could also be tested on
different corpora, whether in intelligence contexts or in other
domains. Initial experiments could reuse the classifier trained
on the Ukraine corpus, followed by domain-adapted classifiers
to evaluate whether comparable performance can be achieved
across settings.

In this study, we were able to evaluate only the matching phase
of the pipeline. As a result, we cannot provide a complete
assessment of recall, defined as the proportion of correct pairs
detected and merged by the pipeline relative to all mergeable
entities in the KG (i.e., all cases where every textual occur-
rence of both terms refers to the same real-world entity). With
more than one million entities, manually annotating the entire
corpus was infeasible, and we were unable to comprehensively
assess the performance of the blocking phase.

We deliberately limited blocking to form-similarity features for
several reasons. While sentence embeddings of an entity’s con-
text proved highly effective in the matching phase, we chose
not to use them in blocking. Entity-only embeddings such as
AIBERT [23| capture surface form but fail to represent the
entity’s meaning across multiple contexts. We experimented
with token-based embeddings (CamemBERT) [24] by max-
and mean-pooling over the entity tokens, but cosine similarity
between these vectors failed to produce a clear separation



between correct and incorrect pairs. In contrast, sentence-
based embeddings, which represent the contexts in which
an entity appears, yielded better results. However, reusing
them in blocking would have been redundant with their role
in matching. Sentence embeddings also introduce practical
limitations:

o A sentence often contains multiple entities, which can
dilute the signal for the entity of interest.

¢ When comparing contexts for entities z and y, all
combinations (z X y) must be considered, leading to a
combinatorial explosion in candidate pairs.

o This shifts the problem into scenarios where incorrect
pairs vastly outnumber correct ones, making matching
more difficult.

By relying solely on form-based blocking, we risk miss-
ing candidates with highly dissimilar surface forms (e.g.,
“Obama” vs. “the 44th President of the United States”). Future
work could investigate entity-based embeddings or KG node
embeddings to address this gap. Currently, blocking relies
on Levenshtein distance, efficiently implemented as “fuzzy
search” in Elasticsearch. Other form-similarity metrics, such
as Jaccard similarity or TF-IDF scores, show promise for
expanding candidate lists. The challenge is to integrate these
metrics efficiently into the search engine, avoiding the O(n2)
complexity that arises in the worst case while ensuring fast
execution.

In this work, soft canonicalization was used primarily as a
normalization process: grouping textual variants of the same
entity and removing redundant mentions caused by dataset
imperfections. Many academic studies on canonicalization
start from clean corpora without such noise. By contrast, our
focus was on merges with high operational impact, prioritizing
scalability and applicability in real-world, imperfect datasets.
This aligns with the distinction in structured data deduplication
between clean entity resolution and “dirty” entity resolution,
where the latter explicitly accounts for noisy and incomplete
data. Traditional canonicalization largely targets clean KBs;
our approach adapts these techniques to messy, large-scale
intelligence scenarios.

B. Perspective for future works

The architecture we introduced is highly modular, allowing
refinement of the candidate selection phase, the addition of
new features, or experimentation with alternative model archi-
tectures. It does, however, require a minimal set of annotated
pairs to tune the matching model. In this respect, our design
philosophy follows the approach of Magellan for structured
record deduplication, offering a pipeline that data scientists can
adapt and iterate on to suit both their deduplication objectives
ang the characteristics of their dataset.

As we have shown, training the regression model on only a few
hundred annotated pairs yields robust performance on corpora
similar to the training data. However, we did not have the
opportunity to test its stability under significant domain shifts.
In practice, parameter adjustments may be needed when the

nature of the data changes substantially. We therefore advocate
treating canonicalization not as a one-off operation, but as an
iterative process. The removal of some duplicates can reveal
new connections that point to further merges, and different
deduplication settings can target distinct types of duplicates.
Keeping a human in the loop, both for validation and for
strategic guidance, ensures the process remains aligned with
operational needs while requiring minimal annotation effort
during data exploration.

This work also needs to be viewed in the broader context
of Knowledge Graph (KG) construction. Canonicalization is
often considered a downstream “normalization” step, but the
duplication problem often originates earlier, during Open In-
formation Extraction and cross-document coreference resolu-
tion. Our pipeline acts as a corrective rather than a preventative
measure. In principle, the same techniques could be applied
upstream, integrating a linking phase into KG construction so
that new entities are matched against existing graph nodes as
they are created. This, however, carries a risk: early in the
process, when the graph is still sparse, errors in linking could
propagate and be harder to detect. It is therefore possible that
batch canonicalization at a later stage yields better results than
fully online integration during KG building.

Finally, the boundary between KG-level and database-level
deduplication is often artificial. Duplicates that appear in
the graph frequently mirror duplicates in the underlying data
from which it was built. Addressing both levels can improve
overall data quality, with canonicalization serving as a form of
textual normalization. As highlighted by Mel Richey E], there
is an ongoing debate between graph-based entity resolution
and dataset-level entity resolution. The highest-fidelity graphs
typically require both:

1) Resolving entities within and across datasets before
they are ingested into the graph minimizes large-scale,
computationally expensive post-processing.

2) Ensuring that only resolved entities enter the graph
reduces operational costs while improving downstream
analytics.

Our contribution shows that modular, frugal, and explain-
able canonicalization methods can play a role in both correc-
tive and preventive strategies, and that operational intelligence
contexts stand to benefit from embedding these methods into
the KG lifecycle

VI. CONCLUSION

We introduced a modular pipeline for soft canonicalization
in noisy knowledge graphs, combining classical similarity
metrics, graph-based heuristics, and selective LLM usage.
Applied to the UkrainlA corpus, our approach demonstrated
that high precision can be achieved at scale while drastically
reducing reliance on costly LLM calls. By separating blocking,
matching, and clustering into interpretable steps, the system
remains both frugal and explainable, allowing analysts to

Zhttps://towardsdatascience.com/entity-resolved-knowledge-graphs-
6b22c09a1442



trust and adjust its decisions. Beyond this case study, the
pipeline provides a flexible foundation for canonicalization in
intelligence contexts, where data is heterogeneous, imperfect,
and high-stakes. Future work will extend evaluation to broader
entity types and domains, and explore upstream integration
of canonicalization into the knowledge graph construction
process.
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APPENDIX A
PROMPT TEMPLATE FOR ENTITY RESOLUTION

<prompt>
<task>
This is a task of entity resolution. You must determine whether two
named entities refer to the exact same real-world entity.
</task>

<guidelines>
You must base your decision not only on the names, but also on
contextual information:
<criteria>
<item>Location</item>
<item>Organization or affiliation</item>
<item>Occupation or role</item>
<item>Dates and events mentioned</item>
</criteria>
</guidelines>

<warnings>
<warning>
Be careful: the entity names are often very similar but may contain
typos, abbreviations, or small spelling differences.
</warning>
<warning>
Be careful: two entities that have the same role but do not belong
to the same country do not refer to the same real-world entity.
For example, the French Air Force and the British Air Force do not
refer to the same real-world entity, even if they have a similar
role in their respective countries.
</warning>
</warnings>

<entities>
<entityA>
<name>{ {ENTITY_A_REPLACE} }</name>
<contexts>{{CONTEXTS_A_REPLACE}}</contexts>
</entityA>
<entityB>
<name>{ {ENTITY_B_REPLACE} }</name>
<contexts>{ {CONTEXTS_B_REPLACE}}</contexts>
</entityB>
</entities>

<outputInstruction>
Respond ONLY with a JSON object matching the expected schema.
<responseRules>
<rule>If you are certain the two entities refer to the same
real-world entity, set "reponse" to true.</rule>
<rule>If you are certain they are different, set "reponse" to
false.</rule>
<rule>If you are uncertain or the information is insufficient,
set "reponse" to false.</rule>
</responseRules>
</outputInstruction>
</prompt>




APPENDIX B
LOGISTIC REGRESSION WEIGHTS FOR DUPLICATE DETECTION

This annex presents the explainability analysis of the features used by the logistic regression classifier in the first matching
step. Coefficients are shown with sign-aware highlighting: positive (green) values increase the probability that a pair is a
duplicate, while negative (red) values decrease it. Magnitudes are not directly comparable to raw feature scales; they should
be interpreted given feature standardization and the logistic linkE]

TABLE III: Logistic regression feature weights with explanations (green = promotes merge, red = discourages merge)

Feature Description Weight Explanation

Cosine similarity Cosine similarity between contextual embeddings 1.669200 Dominant positive signal: higher contextual similarity
of the original and the candidate strongly increases the likelihood of a true duplicate.

Nb of shortest paths Number of distinct shortest paths in the KG 0.521182 Multiple short connective routes suggest shared neighbor-
between the two nodes hoods; increases merge likelihood.

Hashtag Indicator that the candidate is a hashtag/handle 0.321581 Social-media style variants (#name, @name) frequently de-
variant of the original note the same entity; mildly promotes merging.

Normalized Indicator that both strings match after normaliza- 0.207721 Post-normalization identity supports merging, especially for
tion (diacritics, case, dashes, punctuation) orthographic noise.

Levenshtein “distance” proxy | Number of character edits required for the strings | —0.428570 | More edits imply farther surface forms; discourages merging
to match unless context compensates.

Shortest path length Number of nodes on the shortest path between | —0.571087 | Longer paths indicate weak proximity; reduces merge like-
the two entities in the KG lihood (helps curb graph-based false positives).

Detailed analysis. Cosine similarity is the decisive differentiator: when contextual evidence is strong, the model assigns a
high log-odds to a merge decision, often overcoming small spelling or tokenization differences. Graph signals refine that
decision. A larger number of shortest paths (for fixed path quality) suggests dense shared neighborhoods, which frequently
arise for co-mentioned persons in recurring stories; this boosts confidence without requiring direct string similarity. Conversely,
longer shortest path lengths penalize merges by indicating sparse or indirect connections; this is especially useful to avoid
“hub” pitfalls where high-degree nodes (e.g., Ukraine in a Ukraine-war corpus) could otherwise spuriously connect unrelated
mentions.

Linguistic features act as pragmatic tie-breakers. The Hashtag indicator captures a common aliasing pattern in OSINT and
media data (#EmmanuelMacron, @emmanuelmacron), which provides weak but reliable evidence. The Normalized match
feature counters OCR/ASR and typographic noise by collapsing diacritics, punctuation, and case; it improves recall on near-
miss variants without inflating false positives. The (inverse) Levenshtein signal discourages merges as edit distance grows,
but its negative impact is moderated whenever contextual similarity is high, allowing the model to merge semantically close
mentions that differ in transliteration or spacing.

Taken together, these coefficients implement a robust decision logic: (i) default to context (cosine) as the primary signal;
(ii) use the graph to reward dense, short-range proximity and penalize tenuous links; and (iii) let inexpensive string cues
arbitrate borderline cases. This division of labor explains the model’s behavior on ambiguous pairs: when cosine is neutral
(around 0.5), small boosts from Normalized or Hashtag can tip the scales, whereas long path lengths or large edit distances can
veto merges that would otherwise be suggested by noisy context overlaps. In operational settings, this yields an interpretable,
precision-oriented front end that filters most pairs before the LLM step, thereby reducing cost while preserving analyst trust.

3If features were standardized (zero mean, unit variance), coefficients are on a comparable scale; otherwise, interpret relative to typical feature ranges.



APPENDIX C
ABLATION STUDY ON THE CLASSIFIERS’S FEATURES
This annex reports the results of our ablation study, designed to evaluate the contribution of each feature family:
C Cosine similarity (context embeddings),

G Graph features (number and length of shortest paths),
L Linguistic features (Levenshtein similarity, hashtag, normalization).

The evaluation focuses on three metrics most relevant to our use case:

1) Precision on the duplicate class (high precision is critical in intelligence),
2) Recall on the non-duplicate class (to limit false merges),
3) Recall on the duplicate class (to maintain coverage).

TABLE IV: Ablation results across feature subsets. Best values are highlighted in green, worst in red.

Feature set Dup. Precision | Non-dup. Recall | Dup. Recall
L 1.00 1.00 0.03
CGL (our model) 0.98 0.92 0.59
C 0.98 0.91 0.52
CG 0.98 0.91 0.47
CL 0.97 0.84 0.57
G 0.95 0.99 0.06
GL 0.95 0.96 0.12

Analysis. The full model (CGL) offers the best balance across metrics, achieving both high precision (0.98) and strong recalls
(non-duplicate: 0.92, duplicate: 0.59). By contrast, feature subsets that optimize one metric do so at the expense of others:
o Using linguistic features alone (L) yields perfect precision but collapses duplicate recall (0.03), making it practically
unusable.
o Graph features (G) maximize non-duplicate recall (0.99) but severely underperform on duplicate recall (0.06), reflecting
their tendency to over-separate entities. The graph structure is not informative enough to enable decision.
o Cosine similarity (C) is the strongest standalone predictor, balancing precision and recall reasonably well, though still
below the full model.
o Combining features (e.g., CL, CG) improves robustness but never outperforms the full CGL pipeline.
In short, ablation confirms that no single feature family suffices: cosine similarity anchors the model, graph features
provide structure-aware regularization, and linguistic cues resolve borderline cases. Their combination explains why the
CGL pipeline consistently outperforms weaker alternatives in high-stakes deduplication.

B Dup precision
1.0 = Non-dup recall
B Dup recall
of BN BN B BEE En B BN
E) 06 ,,,,,,,,,,,,,,,,,,,,,,,,,,
o
o
%)
0.4 NN EEEEEE EEEEE BRSO BN B
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L CGL (ours) C CG CL G GL

Fig. 2: Ablation study of Feature Subsets



APPENDIX D

FALSE POSITIVES: FEATURES AND ANALYSIS

This annex details the eight false positives. Table [V] lists the model features for each pair; Table [V provides a short human
analysis explaining the confusion.

TABLE V: Feature outputs for false-positive pairs (green = favorable to merge, red = risky)

Original Candidate Lev. | Norm. | Hash. | Cosine | Len sp | # sp
Olivier Véran Olivier Véron 1 False False 0.39124 0 0
Emmanuel Macron Emmanuel Mandon 2 False False 0.39773 1 1
Aleksandar Vudié Aleksandar Vulin 2 False False 0.53017 1 4
Anne Rovan Anne Jouan 2 False False 0.54916 0 0
Guillaume Daret Guillaume Garot 2 False False 0.57206 2 4
Oleg Orlov Oleg Perlov 2 False False | 0.58875 0 0
John Kirby John Kerry 2 False False | 0.60165 1 2
Dmitry Peskov Dmitry Lyskov 2 False False | 0.66919 3 0

Notes. “Len sp” = shortest-path length; “# sp” = number of distinct shortest paths. Colors are heuristic: higher cosine and path
count (green) tend to promote merges; higher edit distance and long paths (red) discourage merges.

TABLE VI: “Who

is who” analysis for each false-positive pair

Original

Candidate

Analysis (who is who and why confused)

Olivier Véran

Olivier Véron

Véran: former French Minister of Health; Government spokesperson.

Véron: economist; the name here stems from a journalistic mistake : actual person is Nicolas
Véron. Orthographic proximity and French political context drove the merge.

Emmanuel Macron

Emmanuel Mandon

Macron: President of France.

Mandon: French MP (LREM, Macron’s party). Party/role proximity inflated similarity.

Aleksandar Vucié

Aleksandar Vulin

Vucéié: President of Serbia.

Vulin: Deputy PM; former head of the Security Intelligence Agency. Both times under Vucic,
which resulted in co-mentions and inflated similarity.

Anne Rovan

Anne Jouan

Rovan: French journalist, Brussels correspondent.

Jouan: investigative journalist, author on the Mediator affair. Mentioned briefly during an emission
on the Ukraine war in a sentence announcing a coming up subject on the mediator drug.

Guillaume Daret

Guillaume Garot

Daret: French journalist.

Garot: French MP (Mayenne). Same first name + frequent co-mentions in French political news.

Oleg Orlov Oleg Perlov Orlov: Russian human rights activist.
Perlov: likely Andrey Perlov (retired race walker). Both referenced around Russian detentions;
same first name, sparse contexts.

John Kirby John Kerry Kirby: White House National Security Communications Advisor.

Kerry: U.S. Special Presidential Envoy for Climate. Author accidentally used Kerry instead of
Kirby; U.S. gov’t context and similar surnames.

Dmitry Peskov

Dmitry Lyskov

Peskov: Kremlin Press Secretary.

Lyskov: Head of press service for the Kaliningrad enclave. Russian government media contexts
and same first name increased confusion.

These errors cluster around :

1) role/affiliation proximity (same party, same government, same beat)
2) orthographic similarity (close edit distance, same first name)
3) noisy context windows (brief mentions, newsroom slips)

This annex highlights two complementary error regimes:

1) LLM false positives, where the large language model overrode its own uncertainty or hallucinated attributes;
2) Logistic regression false positives, where the statistical model was misled by inflated similarity signals.
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Fig. 3: Heatmap analazing the features involved in incorrect decisions

LLM False Positives

These two pairs were correctly rejected as non-duplicates by the logistic regression model during the first stage, but
erroneously accepted as duplicates by the LLM.

1y

2)

Olivier Véran / Olivier Véron :

LLM rationale: "Both entities have the same name and occupation (porte-parole du Gouvernement), and they are
mentioned in the same contexts, which suggests that they are the same person. The difference in spelling (Véran vs
Véron) is likely a typo.”

Comment: The LLM hallucinates an occupation that does not appear in the candidate’s only context. No evidence links
“Olivier Véron” to a government spokesperson role.

Emmanuel Macron / Emmanuel Mandon :

LLM rationale: "Both entities have the same name, Emmanuel, and the contexts provided suggest that they are both
politicians. The contexts for entity A mention Emmanuel Macron as the President of France, while the context for entity
B mentions Emmanuel Mandon as a deputy. However, the names are very similar and it is possible that Emmanuel
Mandon is a misspelling or a variation of Emmanuel Macron’s name. Further investigation is needed to confirm the
identity of Emmanuel Mandon, but based on the information provided, it is likely that the two entities refer to the same
real-world entity.”

Comment: The LLM contradicts itself. It explicitly states that “further investigation is needed” (thus acknowledging
insufficient evidence), yet still outputs a positive label. In doing so, it violates the caution directive: “If you are uncertain
or the information is insufficient, set response to false.”

Logistic Regression False Positives

In contrast, the logistic regression model is dominated by the cosine similarity of contextual embeddings. Graph-derived and
linguistic features are designed to act as counterweights. Most false positives occur when cosine similarity is unusually high
while other features fail to oppose it strongly enough.

Errors are driven by :

1y
2)
3)
4)

Authorial mistakes : contexts where journalists misattribute the same role or position to two distinct individuals.
Impoverished contexts : candidates appearing only once in a low-information sentence (e.g., name lists).

Contextual overlap : cases where each entity is cited within the other’s context window, artificially inflating relatedness.
Very similar contexts : situations where both entities share multiple attributes in their contexts, leading to elevated
cosine scores.



APPENDIX E
FRUGALITY AND TOKEN COST

This annex compares the financial and runtime costs of our proposed hybrid pipeline against a full LLM pipeline that relies
exclusively on LLM classification in the matching phase. All evaluations were conducted on the 1000 most frequent entities
from our soft canonicalization run. LLM costs are derived from token pricing published on prompthub.us, using average
input/output token counts and call frequencies observed in our experiments.

5.1 Token Costs by Model

TABLE VII: Cost per million tokens (in USD) from prompthub.us.

Model Input tokens | Output tokens
Llama 3.1 8b (Azure) 0.31 0.61
GPT-5 1.25 10.00

5.2 Comparative Pipeline Costs

TABLE VIII: Comparative costs of the hybrid pipeline vs a full LLM pipeline. Costs expressed in USD.

Pipeline Pairs | LLM Calls | Input Tokens | Output Tokens | GPT-5 Cost | Llama 3.1 8b Cost
Hybrid pipeline | 2763 534 694,827 51,820 1.38673 0.24006
Full LLM 2763 2763 3,597,426 270,774 7.20452 1.24440

5.3 Runtime Comparison

TABLE IX: Pipeline runtimes vs projected full LLM runtime (average of 1.135 calls/sec).

Pipeline Calls | Avg Calls/sec | Runtime (sec) | Runtime (min)
Hybrid pipeline 534 1.135 1823 30.38
Full LLM 2763 1.135 4283 71.37

5.4 Analysis

The hybrid pipeline delivers a 5.2x reduction in token costs (from $7.20 to $1.38 on GPT-5), and a 2.3x runtime speedup

(71.4 minutes — 30.4 minutes). This frugality comes from leveraging lightweight similarity and graph heuristics to filter out
easy negatives, reserving LLM calls only for ambiguous cases at the decision frontier. In intelligence contexts, this balance
of efficiency, precision, and interpretability is critical: it allows high-quality canonicalization while keeping costs bounded and
throughput realistic for operational deployments.
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